High Performance Interoperable Digital Libraries in the Open Archives Initiative

C.  Project Description

We will advance the field of digital libraries (DL) and the world of scholarly communication through a two-year research program, carried out at one institution in the USA, Virginia Tech (VT), and two in Mexico, Universidad de las Américas-Puebla (UDLA) and Monterrey Institute of Technology (ITESM).  This proposal is explained in the following subsections: background (C.1), problems (C.2), purpose and goals (C.3), approach (C.4), evaluation (C.5), summary/conclusions (C.6), and prior NSF-supported work (C.7).

C.1 Background

In the following subsections we: situate this project as the first proposal for research funding in the Open Archives Initiative (C.1.1), explain the scope of prior and planned efforts at our three universities (C.1.2), and discuss background work on our three DL systems (C.1.3-C.1.5).

C.1.1 Open Archives Initiative

Our research aims to extend the Open Archives Initiative (OAI, see www.openarchives.org).  OAI promotes free access to a wide diversity of research results through a consortium of archives, universities, and other participants (see Table 1) scattered around the globe.

	Table 1.  Initial Partners in the Open Archives Initiative

	Archives:

	arXiv.org (xxx)
	CogPrints
	EconWPA
	eScholarship

	NCSTRL
	NDLTD
	NTRS
	OSI

	RePEc
	SLAC/SPIRES
	
	

	Universities:

	Caltech
	Cornell U.
	Harvard U.
	ITESM-Monterrey (Mexico)
	MIT
	Old Dominion U.

	Stanford
	UDLA (Mexico)
	U. California
	U. Ghent (Belgium)

	U. Kentucky
	U. Mysore (India)
	U. Southampton (UK)
	U. Surrey (UK)

	U. Virginia
	Vanderbilt U.
	Virginia Tech
	Washington U.

	Other Participants:

	American Physical Society
	Association of Research Libraries
	California Digital Library
	Coalition for Networked Information

	Council on Library and Information Resources
	Digital Library Federation
	HighWire Press
	Internet Archive

	Library of Congress
	Los Alamos National Laboratory
	NASA Langley Research Center
	NEC Research Institute

	The Andrew W. Mellon Foundation
	Scholarly Publishing and Academic Resources Coalition
	Stanford Linear Accelerator Center


The OAI was launched in October 1999 at a workshop in Santa Fe.  An ongoing series of OAI workshops is planned, with the next coordinated by PI Fox, to occur in between the ACM Digital Libraries ‘2000 and Hypertext '2000 conferences, June 3, 2000, in San Antonio, TX.  This project will report results at future OAI meetings, which will provide a rapid and effective vehicle for dissemination of our findings, tools, and systems.

Though archives already involved in OAI support a range of disciplines (e.g., computing, cognitive science, economics, NASA content, physics) and genres (e.g., electronic dissertations, preprints, reports, reprints) the ultimate aim is to encompass all content that authors might submit from universities / research sites.  Current plans for interoperability are based on harvesting protocols, metadata conventions, naming, and registries.  In this project those will be extended to support federated search, multilingual collections, agent-based retrieval and user interfaces, various approaches to information visualization, dynamic linking, and high performance distributed digital libraries.

C.1.2 Three Universities and the Project’s Scope

Tables 2 and 3 provide a high level summary of the scope of this project.  They illustrate what types of research will be carried out at each location, demonstrating how these efforts are both complementary and related — ensuring broad coverage but also coordinating work to effectively attain the goals of high performance DLs with interoperability.  Later sections provide details.

Table 2 identifies, for each of the three project partners, key aspects of the planned research.  At Virginia Tech, the research system to be used is MARIAN [Fox, 1993 #227; Zhao, 1999 #323], which has been under development since the early 1990s and has expanded from online public access catalog software to a general-purpose DL (search) system.  At UDLA, the U-DL-A system has been involved in a variety of DL investigations [Sanchez, 1997 #451; Sanchez, 1997 #454; Sanchez, 1998 #453; Sanchez, 1999 #452; Sanchez, 2000 #450].  At Monterrey, Phronesis is the key software system for DL research [Garza-Salazar, 2000 #456; Garza-Salazar, 1999 #455].

	Table 2.  Project Partners and Their Contributions

	Partner
	Virginia Tech
	UDLA
	Monterrey

	System
	MARIAN
	U-DL-A
	Phronesis

	Special

System

Contributions
	Java s/w, PetaPlex h/w

Lazy evaluation

Multiple DBs/gateways

Visualization (Envision)
	Agents

User Interface

    (programmable)

Visualization (UVA)
	Admin. Interface

Bilingual

Compression

Federation

	Research

Focus
	High performance algorithms,

NDLTD testbed studies, User

interface develop./evaluation
	Agent toolkit and

user interface

development
	Parallel processing,

Multilingual docs.

and interfaces

	Unique

Collections
	Computing (CSTC, CRIM),

Web Traffic Repository
	Porfirio Díaz,

U. Publications
	Tech Reports,

U. Documents

	Content for Entire Project
	Electronic Theses & Dissertations, Courseware, Special Collections


Table 3 further explains the scope of this project, at a high level. The various DLs involved have not only metadata records, but also citations among items, full-text documents, and multimedia files.  The content exists in a context that provides multifarious points of access.  Contextual access points include the disciplinary field involved and various classification/category systems, as well as author, institution, and terms (e.g., words or roots in the metadata or text).  Finally, a full range of DL user services are supported including: authors submitting work [Phanouriou, 1999 #315], interested parties adding annotations [Miller, 1999 #365], and users browsing, searching, or following links.

	Table 3. Content, Context, and Services

	Content Types
	Citations, Metadata, Full-Text, Multimedia

	Context
	Authors, Institutions, Terms, Categories, Disciplines

	Services
	Submitting, Annotating, Browsing, Searching, Linking


To provide further context, we briefly introduce the 5S framework [Fox, 1998 #63; Fox, 1999 #328] as explained in Table 4.  We argue that the 5Ss are necessary and sufficient to describe digital library systems, and so provide a convenient framework to characterize DL systems and to situate our DL research.  We plan to use 5S to help guide our extension of OAI research.

	Table 4. 5S Layers and Description

	Societies
	Users, User Communities, Distributed Computers/Agents

	Scenarios
	Services, Functions, Operations, Processes

	Spaces
	Interfaces (2D, 3D), Vector Spaces, Probability Spaces, Concept Spaces

	Structures
	Databases, Data Structures, Hyperbases, Grammars, Protocols

	Streams
	Video, Audio, Images, Texts, Human-Computer Interactions, Network Traffic


C.1.3 Virginia Tech: MARIAN and ENVISION

MARIAN is a multi-user information system designed primarily as digital library infrastructure.  It is designed to support large numbers of simultaneous sessions of the sort commonly encountered in library environments: short sequences of often unrelated queries punctuated by browsing and examination of documents.  MARIAN also supports query editing and refinement based on an explicit query history.  Over the last 18 months MARIAN has mostly been converted from C and C++ to Java to enhance portability and to support modernization and redesign [Zhao, 1999 #323].

We have used MARIAN successfully in several prototype digital library systems.  The first application was as an online catalog for a collection of about 1,000,000 library records.  We have also handled collections of organization descriptions and full-text newspaper articles, as well as less controlled collections of bibliographic information and scholarly articles.  Given the wide variety of document structures and underlying ontologies in these collections, we can confidently state that the MARIAN system has the efficiency, flexibility, and power needed for a wide variety of digital library information systems.
One phase of MARIAN development will enhance its performance through adaptation to the PetaPlex line of hardware developed by Knowledge Systems Inc. [Akscyn, 1998 #246].  Virginia Tech will make it possible for all project partners to work on VT-PetaPlex-1, a new 2.5 terabyte capacity system with 100 nodes (each with a 233 MHz Pentium processor running Linux and a 25 gigabyte disk). The PetaPlex can be used to store documents and other digital information objects in project archives.  It can also be used to store the large inverted files used by MARIAN and other search engines.  Current research is studying the problems of distribution of data across the parallel storage units, support for the initial inversion process, and support for incremental update to inverted files.  Each part will be evaluated using very large (20 gigabyte to 1 terabyte) collections of documents and queries, both live and synthesized.

Simultaneously, MARIAN is being expanded to support a wider range of DL functions.  In particular, a new User Information Layer has been added to the system (Fig. UIL).  This layer allows the system to respond more flexibly to individual differences among users, and to support a wider range of user preferences.  It corresponds to UDLA’s work with each user’s Personal Information Space, a private, reconfigurable collection of information and tools that functions as a “virtual study carrel.”

Other key contributions from Virginia Tech include optimization methods for lazy search and retrieval functions, as well as optimal distribution of subsystems and databases (Fig. MP).  Further extensions to MARIAN allow the system to serve as a federated gateway through various protocols, in particular, Z39.50, Harvest, and Dienst [Lagoze, 1995 #336].

MARIAN also has supported extensive study of visualization of search results in connection with the Envision project  [Brueni, 1993 #9; Fox, 1994 #44; Fox, 1993 #61; Heath, 1995 #65; Nowell, 1997 #85; Nowell, 1994 #86; Nowell, 1993 #87; Nowell, 1993 #88; Nowell, 1992 #89; Nowell, 1996 #90; Nowell, 1996 #100; Nowell, 1995 #101; Fox, 1993 #143]. Envision was a prototype digital library of computer science literature developed at Virginia Tech under a cooperative agreement with ACM and NSF.  Approximately 200,000 documents, mostly from ACM publications, were converted to SGML and loaded into MARIAN. The greater part of the documents consisted only of metadata, often with abstracts, but some full-text and some multimedia documents were included.  The most innovative part of the project was the Envision visualization interface (Fig. V1, V2).  This user-controlled system facilitates examining very large data sets, displaying multiple aspects of the data simultaneously and efficiently, and interactive discovery of patterns in the data.  The Envision interface is also in the process of being converted into Java.  When the conversion is sufficiently advanced, it will be made available as a tool in users’ personal information spaces.

Figure NMQ: New system query page
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Figure UIL: Digital library architecture with user interface layer.
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Figure MP: Performance comparison graphs

Figure V1:  Envision visualization of search results: subject vs. relevance, subject vs. doc. type



     [image: image3.png]File Edit  Results
Best 100 Items Found
Find lcon Icon Label: Relevance Rank ¥ Icon Size:  Uniform

1€ Icon Color: _Est. Relevance ¥ lcon Shape: __ Uniform

Color Legend User Rating Shape Legend

Useful
Y-Axis (L1 UE | O

__IndexTerms ¥ | __| Not Useful Stape i Uncoded

DOCUMENTATION

HUMAN FACTORS

Hypertext

130 Book and 13m
Document
Processing

Information storage
and retrieval

MANAGEMENT

Memory structures

PERFORMANCE

Joumnal article | Proceedings article

X-Axis:  lemType ¥





Regarding DL content, Virginia Tech hosts courseware related to computing [Knox, 2000 #448] and interactive multimedia [Fox, 2000 #449] for the CSTC and CRIM projects [Fox, 1998 #28; Fox, 1998 #103; Fox, 1998 #105; Fox, 1999 #320; Fox, 1999 #328; Knox, 2000 #448; Fox, 2000 #449]. Also at Virginia Tech a repository of publications and WWW traffic logs [NRG, 2000 #457] has been developed to support the WWW Consortium Web Characterization Activity (www.w3c.org/WCA).  Finally, Virginia Tech has been coordinating worldwide activities on electronic theses and dissertations through the Networked Digital Library of Theses and Dissertations, NDLTD [Fox, 1998 #28; Fox, 1996 #57; Fox, 1998 #103; Fox, 1998 #105; Fox, 1998 #106; Fox, 1997 #111; Fox, 1997 #226; Fox, 1999 #312; Phanouriou, 1999 #315; Fox, 1997 #317; Fox, 1999 #328; Fox, 1999 #329; Fox, 1998 #351; Fox, 1997 #352; Fox, 1997 #353; Fox, 2000 #391].

C.1.4 University Digital Libraries for All (U-DL-A)

University Digital Libraries for All (U-DL-A) is an initiative to explore the issues in the development of digital libraries for supporting undergraduate and graduate education. U-DL-A has been undertaken in the context of an actual library serving a community of students and researchers at Universidad de las Américas-Puebla (UDLA). The initiative is focusing on the development of environments that facilitate collaboration among distributed users while still responding to their specific individual needs and preferences. U-DL-A builds upon ongoing work on the definition of architectural components for distributed digital libraries as well as work on user interfaces for managing large information spaces. Over the past three years, our group has developed a system architecture for a digital library that addresses the needs for communication, collaboration and information management among a highly distributed community of users [4, 21, 17]. We also have designed and prototyped several library services and user interfaces for a specific application domain (botany) [1, 3,  19, 20, 18]. We now aim to build upon this experience to leverage the development of operational interfaces and collaborative environments for an actual digital library which is part of a large federation of digital collections. U-DL-A meshes traditional and digital library services by providing a seamless environment for patrons. The U-DL-A digital library is conceived of as incorporating major advances in the field and at the same time serving as a testbed for exploring open research issues.

Major repositories to be used as a testbed for new developments include the Digital Theses Collection, the Digital Publications Archive (comprising all the publications produced by our university), the Special Historic Collections, the Digital Reserve Collection and the Franciscan Documentation Center, all on schedule to be developed as part of our digital libraries activities for the following years. These repositories comprise very large document collections in a variety of media and formats, including text data, maps, illustrations and video.

Navigation spaces in U-DL-A

We have started the construction of various digital repositories within U-DL-A. At present, we have focused our efforts on three collections: Digital Theses, Presidential Correspondence and University Publications, which we describe next.

Digital Theses
Annually, some 800 thesis documents are generated by our graduating students, out of which approximately 10% are graduate theses (Mexico's educational system has a theses requirement for most undergraduate programs, which typically comprise a 5-year or 10-semester calendar). Due to space restrictions, UDLA's library currently stores and catalogues only graduate theses. Undergraduate theses are available at the offices of the various academic departments.

Our digital theses collection will include both undergraduate and graduate works. We have started the construction of this collection (see http://biblio.udlap. mx/tesis) by incorporating theses of one pilot academic department which already has a digital thesis requirement according to the guidelines developed by our library. All university departments are expected to establish this requirement during next year.

Presidential Correspondence

The personal archive of Porfirio Díaz (Mexico's President from 1876 to 1911) is one of the most important original information sources of Mexico's modern history. A total of 663, 843 manuscripts and telegrams, many of them encrypted, form this special collection under our custody. As part of this collection, our library holds microfilmed copies of approximately 70,000 telegrams generated during the Díaz administration. We have started a project for the digitization and decryption of telegrams to make them widely available in an organized fashion. This work will help historians in conducting new studies about the so-called Porfirian Times. New analysis of the economic and political movements during the years 1876 through 1911 will be enabled by the availability of this primary source and its related digital services. Initial results include the digital version of all the telegrams generated in 1910 (the year when the Mexican Revolution started) and a number of search and navigational aids (see http://digital. udlap.mx/porfirio.html).

University Publications
During its more than 50 years of existence, UDLA has generated a very large number of publications, both for external and internal use. This includes a number of books and journals, institutional and student newspapers, as well as a considerable number of other documents that turn out crucial to understand the history of the institution and its environment. A project has been initiated to construct a University Publications Collection (CPU), which integrates present publications (already generated in digital formats) with all previous publications available in the institutional archives. 

Physical Collections

In addition to the digital repositories, navigation in U-DL-A also considers the University Library's physical collections, available via a conventional on-line catalog. These collections comprise some 520,000 items including books, magazines, maps, microfilm, and others.

Personalizable user environments at U-DL-A

The key user interface concept in U-DL-A is that of personal spaces. A personal space is a virtual place in the digital library from which a user has access to and organizes library materials according to personal needs and preferences. A personal space includes frequently used information units, personal agents that perform routine tasks in the library, and various library maps generated dynamically as a result of the user's traversals of information spaces. In addition to pointers to information directly added by the user, personal spaces also contain materials (or pointers to materials) generated by user agents according to user profiles. Personal spaces are initially defined according to user roles (e.g., professor, student, administrative employee, etc.), but are refined as the user becomes familiar with the library.

Various components of personal spaces are under development at UDLA. One of these components is a 3D visulization aid we refer to as UVA, which we describe in more detail next.

UVA: Visualizing Complex Information Spaces


Most navigational interfaces to existing digital repositories organize information hierarchically. Users are presented with textual or graphical items in a 2-dimensional space from which links can be followed (in a depth-first fashion) to related materials. Additional links between different branches of a given hierarchy allow the user to navigate through very large taxonomic trees. Given the additional complexity introduced by multiple taxonomies,  alternative interfaces and representations mechanisms need to be designed. Our previous work in this area includes the use of agents and 3D representations of hierarchies for a botanical digital library. We describe briefly each of these developments next.

Agents as Guides for Multiple Taxonomies
We have designed an environment in which agents act as guides for users, alerting them on the existence of alternative taxonomies and assisting them in the process of navigating through a multi-taxonomic botanical information space [8, 18]. In this environment, agents called "mutants" offer to guide the user through the repository using their particular point of view. Each mutant agent presents the user with an alternative path to continue browsing the library. If the user opts for one of the alternatives being offered (i.e. the user decides to switch to an alternative taxonomic point of view), the taxonomy represented by the selected agent becomes the taxonomy that the browser will follow from tat point on, whereas the current taxonomy becomes an alternative path represented by a new agent.

Introducing a 3D Browser for Complex Spaces
Although Mutant agents improve user awareness about existing alternative classification schemes, users still find it difficult to navigate around multiple taxonomies and to visualize the underlying information space, as they can view only one taxonomy at a given time. In order to address these problems, we are developing  visualization tools for very large information spaces. We started by working on 3DTree [3], a graphical browser intended to supplement Mutant agents in the context of the Floristic Digital Library. We then realized the concepts introduced by Mutant and 3DTree can be applied more generally to provide access to multiple classification schemes in digital libraries. Thus we incorporated this development to our university digital library as the U-DL-A Visualization Aid (UVA).

UVA is based on 3D representations of hierarchical structures to visualize overlapping classification schemes. It allows users to start browsing the library from a default taxonomic point of view, which is represented graphically as a three-dimensional tree. As nodes (representing groups of library items) are selected, taxonomic sub-levels and their relationships with other existing taxonomies are displayed. The user can zoom in and out in this 3D representation, as well as rotate each taxonomic tree, thus keeping a sense of the context in which navigation is taking place. From any node in the 3D trees, users may obtain associated information, such as full bibliographic citations, abstracts, tables of contents or full documents in a variety of formats and media. A prototype of UVA has been implemented and its main interface is illustrated in Figures 1 and 2 below.

[image: image4.wmf]
Figure 1. UVA's main interface.

On the top left corner, UVA presents a slider interface from which the user can select groups of items or topics to visualize according to a default taxonomy. In the figure, the user has selected Computer Science in the context of the classification of The Library of Congress. In this case, the user has chosen to display classification codes, but it is also possible to display the associated category names. After picking a topic or category, UVA displays all elements classified within that group. The tool container includes all the navigation tools that can be used for manipulating the graphical representation. These tools include elevation, pruning, key search, resize, zoom, personalization, restoring and connection to other services and interfaces available in U-DL-A. The central portion of the interface contains the structural information displayed as a 3D tree the user can manipulate with the mouse buttons to navigate through the taxonomically organized data repository. The mouse buttons allow the user to rotate nodes at any level of the tree, to zoom in or out of the tree, or to select any information associated with a given node.

Information visualization begins once the user has chosen one of the parent items shown in the slider interface. By default, sets are organized alphabetically (a common practice in conventional libraries). The slider displays the corresponding parent names at the bottom while the user moves the slider. If the user presses the "Display Names" button, the next level of the tree are displayed (Figure 2).

[image: image5.wmf]
Figure 2. Expanding a subset of 9 or fewer elements.

The user can rotate or zoom in or out of the tree using the mouse. In order to continue navigating, the user just needs to select a node and the next level in the taxonomy will appear. As noted earlier, when the number of nodes is greater than nine, they will be grouped into subsets. Each subset will be represented as a node identified by a label designating a range of names (e.g., Artificial Intelligence - Information Visualization in Figure 2). The user then finds the subset including the element being sought (perhaps by rotating the tree). When selecting this node, all the elements it contains are displayed, but the tree representation continues at the same subset level (only the selected node will expand and the others will shrink). If the selected subset still contains a large number of elements, they are grouped into additional subsets. The interface then shows the new subsets along with the rest of the nodes at the same level (which have shrunk to one node to maintain the number of elements at each level manageable). As mentioned above, nodes are also colored to facilitate user orientation during navigation and to help differentiate subset nodes from specific names, and the shrunk subset node from newly grouped elements. If the user chooses a subset with less than 9 elements then its nodes will be displayed along with the subset node representing the other elements at the same level.

Once the user has selected a node with specific names (no subset nodes), navigation can continue to lower levels of the tree. Navigation from upper levels can be started at any time by clicking on corresponding nodes. To obtain more specific information, UVA will resort to other existing U-DL-A interfaces and services.
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C.1.5 ITESM-Monterrey and Phronesis

[Move this par. to section on facilities.] ITESM is the largest multicampus university system in Latinamerica.

There are 27 campuses located in 26 different cities in Mexico. The entire population of the University is roughly 75,000 students. Nearly 30,000 students own a laptop computer that they bring to school every day. The largest campus (and the oldest) is the Monterrey Campus located

in the industrial city of Monterrey and with a student population of 16,000. The Monterrey Campus is accredited by the Southern Association of Colleges and Schools (SACS) in USA and member of the Internet-2 project in Mexico. ITESM is a pioneer in distance learning. The ITESM Virtual University links all 27 campuses and several Universities in Latin America.  As of 1997 the ITESM Virtual University has 12 broadcasting sites in Mexico, USA, Canada and Chile; and 67 reception sites in Latin America. Using this system there were 189 courses offered

reaching nearly 30,000 students distributed throughout Latinamerica. As of today, the Virtual University system broadcasts more live television programs than any other TV station in Mexico.

Since 1998, ITESM-Campus Monterrey has been working on the Phronesis project [Garza-Salazar, 1999 #455; Garza-Salazar, 2000 #456] under a CONACyT grant to contribute to the advance of digital library technologies in Mexico. The Phronesis project has two main goals:

a) To develop software tools that allow the easy construction of distributed digital libraries on the Internet. 

b) To use the resulting software as a platform for research, development of technology, and creation of digital library collections in different disciplines.

The main result is the Phronesis software system: a freely available software tool for the creation of distributed digital libraries on the Internet. The Phronesis system is a single-system that allows the submission, searching, retrieval, and administration of a digital library via WWW. Phronesis has been built by integrating freely available software components, open standards, and the MG research system [Witten, 1999 #459; Witten, 1998 #458] The current functionality of Phronesis includes full-document and metadata based searching, indexing, and retrieval of Spanish and English documents, with a bilingual user interface. It supports storage and retrieval of images, audio, video, text — any type of digital document, with appropriate compression. 

The system has received national and international attention. Phronesis is currently being considered as the platform for the deployment of digital library collections in different Mexican institutions. UNESCO (through Universidad de Colima) considers that the Phronesis system should be used as a tool for their “Digital Libraries for Latin America” program because of interest from different Central American universities.

The current architecture of the Phronesis system is based on a client-server model. The client is a WWW browser where users can search, retrieve, and submit documents. Users with the proper access rights can perform collection administration tasks via WWW.  Fig. YY shows a conceptual diagram of the Phronesis architecture. The server is the key component of the Phronesis system and performs the following tasks:  

· administration and access control,

· physical storage of documents,

· indexing, 

· local and distributed searching and retrieval.

Figure YY.
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All the services that are available on the server reside on a single physical machine. Several Phronesis servers have been installed on machines on the Internet in order to create a distributed collection of repositories  (Fig. XX)

Figure XX.
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C.2 Problems

Our project addresses the key problems of performance and interoperability [Paepcke, 1998 #332; Payette, 1999 #360] among distributed DLs.  We seek to facilitate the union and convenient access of independently developed of DL collections that cover a wide variety of content types, and are supported by diverse DL software systems at sites around the world.  To support the Open Archives Initiative it is imperative to have a comprehensive framework for DLs and to develop and integrate tools and services that interoperate across a representative number of sites. Therefore, we must address a range of questions, including at least the following:

1. If all available archives can be harvested into one “union-archive”, how can the content be “sliced and diced” in novel ways to support interdisciplinary projects?

2. How can we extend the highly successful repository-based approach implemented in the Dienst software and NCSTRL system [Lagoze, 1995 #336; Lagoze, 1999 #342; Payette, 1999 #360] to a much richer set of services and a larger, heterogeneous (as opposed to only homogeneous) collection of sub-archives?

3. How can the close similarity finally being discovered among a number of classes of digital library systems help guide the OAI-oriented R&D community to identify patterns [Alexander, 1977 #379] and continue to build a carefully architected set of protocols — connecting a small number of well designed tools — that will have real and immediate applicability?

4. As storage costs go down and connections among backbone sites have ever-higher bandwidth, how should mirroring and replication [Beck, 2000 #405] be built into the international OAI architecture to provide faster, more reliable services?  How can relatively inexpensive cluster-type systems ensure high performance?

5. How can authors be aided to create documents that can be easily discovered by those with need or interest to know?  How can scholars best benefit from OAI capabilities?

6. How can logs of user transactions involving these archives ensure privacy, while capturing the semantics of interactions that span across multiple years of this study? How can the logs of archive systems be compared to allow useful measurement (extending D-Lib metrics efforts — see http://www.dlib.org/metrics)?

C.3 Purpose and Goals

The purpose of this project is to develop the OAI framework and to demonstrate how it can achieve high performance as it facilitates interoperability between diverse DL systems and services across international boundaries.

The goals of this project are to:

· Help turn the OAI into a permanent and highly effective engine for expanding access to knowledge, especially including collections in USA and Mexico.

· Integrate efforts to build archives by institution (as in NDLTD [Fox, 2000 #391], wherein members aim to collect all theses, from every department) and by discipline (as in most of the rest of the archives), both to expand the union-collection, and to engage a wider group of participants. (PI Fox will continue his work to facilitate this initiative as an expansion of efforts in NDLTD [Fox, 1996 #57; Fox, 1997 #226; Fox, 1999 #312; Fox, 1997 #317].)

· Shift the ad hoc and redundant efforts underway in digital library and information retrieval research into a more open environment, allowing a more formal basis [Fox, 1998 #63; Fox, 1999 #328] to develop, with protocols, services, and tools that allow tailored systems to be readily built upon suites of interoperable components.

· Extend and integrate the MARIAN, U-DL-A, and Phronesis systems so they smoothly interoperate, each allowing access to works at all three sites, in both Spanish and English, and so they improve by incorporating beneficial features of the other systems.

· Provide a valuable testbed of significant scale, widely available through VT-PetaPlex-1 and other high performance systems to large numbers of users as well as the DL research community.

C.4 Approach

C.4.1 Open Archives Initiative Extended

OAI will rapidly go beyond its current focus on supporting a repository model, by adding in other layers of services and functions.  Content also will expand beyond the current emphasis on reports, pre-prints, and electronic theses/dissertations.  Figure 1 is a schematic rendition of PI Fox’s long-term view of the layers and content expected as OAI evolves.  This project will make a substantial contribution to OAI in particular, and the digital library (DL) field in general, by enhancing the DL systems at our three institutions to: 1) support OAI, 2) interoperate seamlessly, and 3) achieve the high level performance required as OAI expands.

The three institutions in this project will benefit from the extensive collaboration of other OAI partners to dramatically leverage NSF funds.  Work by others involved in OAI, that will help advance the goals of this project, include the following:

· Los Alamos National Laboratory will enhance its archive and services, involving physicists, computer scientists, and all those served by the facility’s library.

· University of Ghent and LANL will support the use of their SFX system [Van_de_Sompel, 1999 #337; Van_de_Sompel, 1999 #338; Van_de_Sompel, 1999 #339] while NEC Research Institute will help deploy CiteSeer [ref] . The net effect will be large citation databases and dynamic link resolution across institutions.

· University of California and the California Digital Library, through their eScholarship scholarly communication initiative, a university presidential program which has already attracted external partners and funding, will be a full partner in OAI, including early implementation and testbed activities.

· The Southampton group will convert CogPrints into generic OAI compliant software (tentatively to be called Eprints) that can be used by any discipline, as well as for educational resources.  Further efforts will deal with online bulletin-board / listserv / Hypermail archives, and with ensuring citation linking, both inside and between archives.

· The entire Networked Digital Library of Theses and Dissertations, NDLTD [Fox, 1997 #317; Fox, 1997 #352; Fox, 1997 #353; Fox, 1998 #28; Fox, 1998 #103; Fox, 1998 #105; Fox, 1998 #106; Fox, 1999 #328; Fox, 2000 #391; Kengeri, 1999 #341], promised special support for international efforts by UNESCO and the Organization of American states, is likely to expand during the grant period to many more universities and supporting institutions.  A Fulbright scholar from India will come to VT during the first year of this project to collaborate, and regular interactions with many other groups involved in NDLTD will take place. PI Fox has been the director of NDLTD since its inception in 1997, and has a demonstrated track record of connecting research, dissemination, policy changes, and evaluation in this initiative that targets hundreds of thousands of students each year.

Each of the three institutions involved in this project will focus on key areas of research.  Details on their integrated and individual approaches are given in the next subsections.

C.4.2 Interoperability

The general purpose of our proposed research is to develop the OAI framework and to demonstrate how it facilitates interoperability between diverse DL systems and services. 

[Share modules, work toward interface specs, go beyond 1 implementation – Dienst; explain about Stanford work, InfoBus]

C.4.3 MARIAN and ENVISION Extended

[Add]

C.4.4 U-DL-A and Personal Spaces

Our major goals are: (1) to evolve the architecture of U-DL-A to allow for seamless integration with MARIAN and Phronesis++, and (2) to realize the concept of personal spaces in such a way that users have transparent access to repositories in all three participating sites to author, retrieve, filter, visualize and organize information according to their personal needs and preferences.

On the architecture front, we will work together with the Virginia Tech and ITESM teams to facilitate the interoperability among our digital libraries. We will build upon our previous work on an inter-communication framework [3] based on CORBA and KQML to develop a fully distributed service-oriented architecture. General services we plan to make available to digital library distributed clients include taxonomic navigation and information retrieval methods. Taxonomic navigation services provide packaged mechanisms to facilitate the traversal, from any user interface or digital library client, of the various abstract structures that can be superimposed on digital repositories. Similarly, information retrieval methods package well-known routines used by agents and other user interfaces, such as the vector space model, extended boolean search, and latent semantic indexing. Any client or application in the federated digital libraries will be able to request these services by complying with a simple communication protocol.

As for the realization of the concept of personal spaces, we will build upon our previous work on user agents and visualization interfaces. We will test our UVA visualization interface and will refine its design and functionality based on user feedback. We are particularly interested in completing and testing UVA's functionality for handling multiple taxonomies, for improving user control of the interface and for adapting to user profiles.

In this multi-institutional framework, we will research the potential of mobile agents for gathering and integrating information from distributed repositories. Users will see representations of these agents in their personal spaces and will be able to assign specific information retrieval tasks to them. Mobile agents will travel among participating digital libraries using the information retrieval methods referred to above to gather information requested specifically by users or matching their individual profiles. Aglets [22] is one of the platforms being considered to prototype agent migration.

C.4.5 Phronesis Extended

We will extend and integrate the Phronesis system to fully support the efforts of the OAI so it smoothly interoperates with MARIAN and U-DL-A, allowing access to works at all three sites, in both Spanish and English.  We plan to redesign the Phronesis system and transform it into Phronesis++.  The new system will be based on an object oriented approach and it will incorporate new services (e.g., routing based on profiles), support current metadata formats and XML, and will be designed under a new architecture aimed at distributing services (that are currently centralized in the Phronesis system).

We will explore the efficient integration of Spanish and English stemmers on a single physical collection of bilingual documents. The current system handles both Spanish and English written documents. We have developed user interfaces and developed the required functionality to support both languages. We have built a Spanish stemmer, and we'll be using an English stemmer. Both stemmers are based on Porter's algorithm.  However, two physical collections must be maintained in order to use both stemmers. 

A new architecture focused on performance and scalability will be designed and developed. This new architecture will be based on a multi-tier system that allows for scalability and efficiency of large collections of documents. This new architecture will provide efficient access to users with limited interconnectivity. Fig ZZ shows a diagram of the new architecture. 
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Figure ZZ.
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The architecture consists of high performance servers (clusters of workstations or other Parallel Machines), service servers, and cache servers.  The architecture will require a small number of high performance systems where the compute/storage intensive activities (indexing, query resolution, etc.) will be performed. A larger number of less powerful systems will run different services that are not compute/storage intensive activities. Some examples of these services are document submission, metadata edition, access control — to name a few. The cache servers will be the machines that will be available to the end users for searching and retrieval purposes.  Each cache server will have the ability to independently cache query results, documents metadata, and full documents. When a user issues a query, it will be submitted to the cache server, if a miss occurs then the query is submitted to the high performance system where the query is fully resolved and the results are sent back to the cache server and stored for further reference.  Experimentation with different replacement algorithms will be studied in order to obtain good performance. Protocols will be defined in order to accommodate the new architecture. 

The goal of this new architecture is to provide a scalable system with efficient access times to query results, documents metadata, and full documents.  This system will allow us to promote the creation of large collections of thesis and dissertations that can be hosted in our high performance system. The proposed design will also facilitate the modularity of the Phronesis++ system and we hope that this will ease the incorporation of new services that can be developed by other research groups in Mexico.

C.5 Evaluation

Laboratories at Virginia Tech will support both formative and summative evaluations of each tool and service.  Extensive earlier evaluations were carried out in the Envision project [Nowell, 1997 #85; Nowell, 1993 #87; Nowell, 1993 #88; Nowell, 1996 #90; Nowell, 1995 #101].  Comparative studies involving all three systems also will be undertaken, similar to what was done in a study of four DLs carried out as a class project [Kengeri, 1999 #341].

High level critique of the project will come from other OAI members, especially at workshops that will occur at key locations at least twice per year during the course of this project.  Presentations of results of this project also will occur at NSF and CONACyT meetings.  Advice given at those events should ensure both focus on objectives as well as open discussion and broad dissemination of results.

C.6 Summary and Conclusion

Virginia Tech, UDLA, and ITESM-Campus Monterrey will undertake research to spearhead the Open Archives Initiative and to ensure interoperability among digital libraries.  An important aspect of DL development and the OAI is that they offer bi-directional information communication thus allowing individuals to be both information consumer and information creator.  This situation creates an environment that encourages collective intellectual activity and information production.  Our work will support coordinated development of this environment.  We will build upon the principles of: 1) authors submitting their own works; 2) developing a carefully architected infrastructure of tools and services to support related DL activities through well-crafted components.  The results should be not only an important advance for the DL field, but also a dramatic expansion of access to knowledge and benefits to scholarly communication.

C.7 Most Related Prior NSF Project

Project title: Interactive Learning with a Digital Library in Computer Science

NSF award number, amount and period of support, final report:
CDA-9312611, $513K, 8/15/1993 - 7/31/1998, final report at http://ei.cs.vt.edu

Principal Investigators:
Virginia Tech: N. Dwight Barnette, Edward A. Fox (director), H. Rex Hartson, JAN Lee,

Clifford Shaffer;  Norfolk State University: Sandra DeLoatch (director), John Urquhart

History, Status, and Selected Accomplishments:
In 1991 Virginia Tech began working with ACM through support from NSF on a “User-Centered Database from the Computer Science Literature” [Heath, 1995 #65]. In 1993, Virginia Tech expanded its work on digital libraries (DLs) to launch this NSF EI (Education Infrastructure / Innovation) project, partnering with Norfolk State University, which has developed extensive sets of laboratory manuals. Over 40 courses are available through our WWW server, with the number of accesses exceeding 11 million.  The original courseware server was upgraded in 1997, and an IBM donation has provided a mirror machine in the Computing Center to ensure reliability. Ongoing collaboration with IBM and their DL systems has helped Virginia Tech coordinate development of the Networked Digital Library of Theses and Dissertations ([Fox, 1996 #57; Fox, 1998 #28; Fox, 1998 #103] http://www.theses.org/).

Several courses have all the on-line materials required for self-study available, and new programs are under development for distance learning and continuing education. In the new multimedia course (CS4624, Multimedia, Hypertext and Information Access), there was a dramatic increase in megabytes transferred because of more images, digital audio, and digital video: from 847 in 1995 to 1052 in 1996 to 2373 in 1997. Prof. John A. N. Lee developed one of the largest repositories on computer history, with a unique image collection of the founders and early systems in our field; there is extensive traffic from throughout the nation. Starting in 1996—with the help of NSF-funded digital video facilities [Fox, 1996 #36]—audio annotations, digital video movies, and animations to show interactive applications have been added. One of the courses developed under this effort, and extended through support from SUCCEED (an NSF-supported engineering consortium), is CS1604, Introduction to the Internet. A self-study version course was finalized in 1997, providing a freshman-level orientation to Internet, DLs, collaboration, etc. with numerous audio and movie files to help learners, an automated real-time feedback facility (using our SGML-based QUIZIT tool [Tinoco, 1996 #94; Tinoco, 1996 #151]), and a variety of illustrations and demonstrations.

Project overview publications include [Fox, 1994 #70; Fox, 1995 #72; Fox, 1996 #34; Fox, 1996 #33; Fox, 1996 #117].

 Supplements:
Three small supplement requests led to an increase in the budget and extension of the activities and grant period into 1998.  These dealt with additional WWW services and dissemination.

1) As a result of discussion at an NSF EI workshop in 1996 [Fox, 1996 #117], it was decided that a WWW site should be supported to highlight results of all CISE EI efforts, populated with information and pointers provided by recipients of funding, at http://ei.cs.vt.edu/~csei/.

2) As a result of the growing interest in digital libraries, and as a side benefit of two DL courses (undergraduate, graduate) taught at Virginia Tech in Fall 1997, a self-study course, with a complete set of online quizzes, was developed and made available at http://ei.cs.vt.edu/~dlib/.

3) A June 1997 workshop to disseminate project results was conducted in Blacksburg, VA with attendees from across the US. Norfolk State co-PIs discussed laboratories, emphasizing development, logistics, and evaluation; participants were provided with access to their course innovations (http://www.cs.nsu.edu). Deborah Knox attended, and is now collaborating with co-PI Fox on the Computer Science Teaching Center, CSTC, http://ei.cs.vt.edu/~cstc/, funded early in 1998 by NSF [Fox, 1998 #28; Fox, 1998 #103] as is a related effort on multimedia curriculum and resources [Fox, 1995 #62], http://ei.cs.vt.edu/~crim/.
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